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Overview

In this paper I present a new standard-setting process.  It originated to deal with issues unique to performance testing, but is appropriate to multiple-choice testing as well.  

The paper opens with a brief critique of conventional standard-setting processes, reviewing their strengths and weaknesses procedurally, psychometrically, and from a psychological perspective. 

A section follows on the importance of a well-defined standard-setting process and its place in test development.

I then elaborate on two forms of the ScaleMark process.  The first form requires that a pilot study of some 50 examinees be done prior to the ScaleMark definition.  The second form can be done with no pilot study, though it is somewhat more tedious than the primary form.  The second form is termed PreScaleMark, since it is done previous to data acquisition.  

The paper concludes with a section on evaluating standard-setting processes in general.  Too little attention has been devoted to ascertaining with any degree of certainty whether one proposed process produces a better test than any other.  The closest the literature provides are studies comparing Angoff item Minimum Competency Levels to empirical item difficulties – not a very convincing demonstration even if the correlations were higher. 

Definitions

Definitions are provided with apologies to the psychometric reader.  They are included because many of the readers of this paper will not be familiar with terms descriptive of items or processes in performance tests.  


Domain
A set of items that are grouped together, typically because mastery of them is necessary to accomplish a task.  Some word processing domains are text formatting, tables, pictures, headers and footers, macros, etc.  Items in a domain are represented on a scale in this treatment.  


Standard Setting
The process of determining a pass/fail cutpoint for a test or scale.  More broadly, standard setting may refer to definition of the rules for passing a test – the rubric that determines the pass/fail decision.  It may also refer to the process of establishing thresholds for competency classifications.  


Domain Critical Item
An item which an examinee must pass as a condition of passing a test.  Failing a Domain Critical Item results in failure of the test.  Often referred to as a “Gating Item”, because it is a gate the candidate must pass to pass the test.  


Cutpoint
The minimum score that must be achieved on a test or scale for a candidate to pass the test or scale.


Mandatory Domain
A domain which must be passed in order to pass the test.  Other authors may term this a conjunctive domain.


Gating Item
An item which must be passed in order to pass the test.  It is a mandatory domain of a single item.  


Compensatory Domain
A domain that is grouped with other domains to compute a cutscore for the set of domains.  The domains whose scores are aggregated are called the compensatory set of domains.  


Optional Domain
A domain which the candidate may elect to take or not to take.  Optional domains are not a required part of the test.  


Item Evaluation Agents
A term that in the following is used to refer collectively to standards bodies, test evaluation commissions, test developers and psychometricians


Scale
A domain of competence.  


P-Value
The probability that an examinee will pass a specific item. The calibrated P-Value is typically computed as the percent that passed the item on the pilot test.  


Unidimensional test
A test which assumes that all items are in one domain.  It supposes that all items can be placed on the same scale.  

Conventional Standard Setting Processes

Conventional standard setting procedures have evolved over time to address the need for justifying a formalized process.  In each section below, I describe briefly how the process is conducted, then critique its assets and liabilities.  

Angoff

Briefly, the Angoff procedure asks experts to set a Minimum Competency Level (MCL) for each item on an exam.  The MCL is the percent of minimally competent candidates who would pass the item.  The MCLs for all items on the exam form are averaged, and the average MCL multiplied by the number of items on the form defines a cutpoint for that form.  

Two strong benefits for Angoff are that it can be done prior to the first exam administration, and items can be added or removed from an exam and a new cutscore calculated quickly.  

In practice, Angoff has a number of difficulties.  The first is that it requires SMEs to hold in mind a fictitious ‘minimally qualified candidate’.  Then, the SME has to imagine what percent of 100 of these fictitious ‘minimally qualified candidates’ would pass an item.  This is imagination upon imagination … a tough process to achieve consensus on.  

Also, because an Angoff session may involve rating several hundred items, tedium often sets in and it becomes difficult to differentiate one item from the next.  These Angoff sessions can last for 3-4 hours or an entire day, the result being boredom and inattention.  

Bookmark

Bookmark ranges all items on an exam by P-Value from easy to difficult, and asks the experts to decide at what point in the list a minimally qualified candidate would be expected to stop passing items and be expected to fail items (the ‘bookmark’).  Bookmarks of all experts are averaged to determine the cutpoint for the exam.  

A strength of the bookmark process is that it early sets limits on the range of items under discussion.  If the lowest SME vote is 135 and the highest is 164, the range of discussion is focused on the 30 items from 135 to 164. 

One difficulty of bookmark is that the discussion often involves the lack of unidimensionality in the observed rankings of items.   The other is that the discussion often degenerates into ad hoc illustrations, as in “For my students Item A is easier than Item B… How can B be lower on the scale than A?”  Also, since ranking items depends on a pilot test, the bookmark procedure requires data.

Contrasting Groups

A third standard setting procedure, rarely used because it requires substantial data collection, is the contrasting groups procedure whose first computational derivation was provided by Guttman and Guilford.  Candidates are divided into mastery / non-mastery groups by some sort of job-related criterion, such as peer ratings, job samples or supervisor ratings.  Then these same candidates are given an exam whose cutpoint has yet to be determined.  The scores of the two groups are evaluated, and the point at which the minimum number of incorrect classifications would take place is the cutpoint for the test.  

While this is an extremely objective method of setting a cutpoint, it involves creating an external measure which may be time-consuming and expensive to administer.  In addition, while the computational complexity creates a sense of objectivity, setting the mastery score in the criterion measure is clearly subjective.  

Borderline 

Create a brief survey with questions carefully worded to distinguish experienced from inexperienced candidates.  Administer the survey to each candidate in addition to a pilot test.  Subject matter experts rate survey responses with scores of “+2” for highly qualified individuals, “+1” for moderately qualified individuals, “0” for minimally qualified, “-1” for unqualified individuals, and “-2” for clearly unqualified individuals.  Compute the test score and average survey score for each candidate.  Classify minimally qualified individuals with survey scores between –1 and +1.  Compute average test scores for the minimally qualified candidates, and set the cutscore at the mean test score of the minimally qualified.  

Borderline is a clear if unsophisticated computational technique. 

Two major difficulties of the system are (1) the subjectivity of rating survey responses, and (2) the likelihood that candidates will game the system if highly desirable responses are easy to determine.  

Direct Consensus

The literature documents a standard-setting process called the ‘direct consensus’ method.  It is essentially a process in which experts participate in a discussion and set a cutpoint, using the weight of their own expertise and their authority as experts to validate the decision.  The results are often expressed something as follows:  “A consensus of eleven industry experts was to set the passing score for this exam at 85%.” 

The subjectivity, possible bias and lack of objectivity seems to have escaped the organizations that use this method.  Incredibly, the method is given legitimacy by being included in the list of standard-setting methods documented by Sizek. 

All of the above-mentioned processes are unable to contend with Domain Critical Items.  All of them become difficult to modify with multiple scales or domains.  And all of them are essentially intractable with optional domains. These processes are essentially too simplistic to contend well with the complexity of decision-making for tests comprised of multiple domains.  

Why Standards Are Important

In some other industries, one might be satisfied to adopt an improved process and apply it as a competitive advantage to the products a company produces.  However, in the testing industry there is a need for recognition of the standard setting process as well established and accepted, specifically for providers interested in developing tests accredited by national standards agencies.  

ISO/IEC 17024 used as the standard for assessing certification tests by the American National Standards Institute (ANSI) requires that the test cutpoint be set by industry-standard standard setting procedures.  

The National Council for Certifying Agencies (NCCA) requires that the test cutpoint be set by industry-standard standard setting procedures;

The Standards for educational and psychological testing produced by AERA, APA and NCME states (p. 54) “those responsible for establishing cut scores should be concerned that the process by which cut scores are determined be clearly documented and defensible.”

Clearly, there is an interest in documenting and justifying a new standard setting process.  

The ScaleMark Process

The complexity of Domain Critical Items, mandatory scales, compensatory scales and optional scales requires a new process for setting standards on certification tests.  The ScaleMark process was designed to accommodate all of them.  

ScaleMark Basic Process

This is a quick overview of the generalized ScaleMark process.  Each step is elaborated in the text that follows.  An alternate form that doesn’t require a pilot study is explained in the next section.   

1. Write items for each topic in the Job Task Analysis

2. Pilot test all items and calibrate their P-Values.

3. Use topics from the Job Task Analysis to define domains.

4. Define Domain Critical Items.

5. Sort the remaining individual items into domains.

6. Put items which aren’t consistently classified into a miscellaneous domain or discard them.  Rarely, items may be classified into two or more domains.  

7. Rank items within domains by P-Values.

8. Classify each domain as mandatory, compensatory, or optional.

9. Define compensatory sets of domains; i.e., domains which will require a minimum aggregate score. 

10. Determine a passing score for each domain.  For compensatory domains, it is feasible to have a domain passing score of zero, since a minimum passing score for the set will be established.  The passing score is established by each SME reviewing all items in the scale, ranked by P-Value, and setting a bookmark separating passing from failing scores.  Average SME bookmarks to obtain the ScaleMark for that scale.  Reiterate until there is near consensus.  

11. For compensatory domains, establish a minimum passing score for the set of domains.  Use the same process as above, applied to the aggregate of the domains in the set.  

12. Determine minimum aggregate score for mandatory domains.  

13. Part seven has two alternate forms: 

A)
Determine the number of optional domains that must be passed 


to pass the test to obtain a general credential.

B)
Determine sets of optional domains that must be passed


to obtain a specialty credential.  

14. Create a scoring rubric that incorporates 

· Domain Critical Items, 

· Passing scores for mandatory domains 

· Minimum scores for compensatory domains,  

· Passing aggregate scores for compensatory domain sets, and  

· Passing scores for optional domains.  

An example of such a scoring rubric would be:

To qualify for certification an examinee must:  


Pass all Domain Critical Items


Pass all mandatory domains


Achieve minimum passing score on all compensatory domains


Achieve an aggregate score of 48 on the compensatory set of domains


Pass four of seven optional domains. 

Scalemark Illustrated

To clarify the concept, we’ve drawn a picture of a single scale, with items on the scale arranged by P-Value.  

[image: image1.jpg]Easy P-Values

oo
0 O
R

00 I D)

ScaleMark -

S o000 oo
O =)

Hard




Figure 1.  Single Scale with Scale Cutpoint

Notice that the scale cutpoint has nothing to do with the actual P-Value numbers.  In Figure 1  the cutpoint for the scale is set to four items.  

Extending the process to multiple scales is straightforward.  Each scale has its own cutpoint determined by SME consensus.
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Figure 2.  Six Scales with Cutpoints for Each

In Figure 2 the first two scales are mandatory and have cutpoints of two and four items respectively.  The three compensatory scales have cutpoints of seven, three and two items each.  And the optional scale has a cutpoint of six items.  In addition, the compensatory scales could have an aggregate minimum that is higher than the sum of the scale cutpoints.  For example, in the diagram the compensatory cutpoints total of 12 items, but the cutpoint for the compensatory set could be 14 items, meaning that in any of the scales the candidate has to do a total of two points better than the minimum.  

Procedure Details


Domain Critical Items usually appear only in performance tests because in multiple choice testing there is a high likelihood that an unqualified candidate may pass the items by chance.  In a performance test, the likelihood of passing by chance or luck is extremely low.  


The tasks in the process definition are done by a group of SMEs, Subject Matter Experts who represent a wide diversity of backgrounds and opinions in the content domain.  


Consistency of the item classifications done by the SMEs can be evaluated by a generalized Kappa coefficient for multiple raters (Fleiss, 1981).  One would expect a Kappa coefficient of greater than 0.85 for clear, consistent classifications.  


The ScaleMark process minimizes the number of items which must be discussed, and in each scale focuses the discussion on the items between the highest and lowest vote.  Because the discussion is limited to a single scale, it can focus on the items in context.  


Items can be classified in two scales, depending on context.  For example, in Microsoft Word®, pre-paragraph spacing is adjusted in normal text, but it also determines spacing between rows in tables.  The two uses of pre-paragraph spacing could appear in two different scales.  


Consensus is arrived at by averaging their estimates, but should be done with a sensitivity to varied opinions.  If there are widely divergent values in the SME estimates, the group facilitator should ask participants to explain their rationales, and after adequate discussion take another vote.  The goal is to reach consensus within the group and to steamroller diverging opinions.  


Domains should be defined a priori by subject matter experts, because they reflect expertise reinforced by practice.  Defining domains by factor analysis is not recommended, primarily because it excludes inclusion of items in multiple domains.  


Items may be ranked within domains empirically by a pilot test or a priori (as explained below) by subject matter experts.  


A priori determinations shall be empirically verified after approximately 100 tests have been scored.  At that time the scoring rubric must be reviewed, and either reaffirmed or redefined by the subject matter experts based on the evidence of empirical item difficulty.  

PreScaleMark Process

The PreScaleMark process allows an organization to use the ScaleMark process without conducting a pilot study.

In place of the P-Value produced by a pilot study, SMEs rank each item within the scale, and their ranks are averaged to produce an average ranking.  It is this average ranking which is used in Step 10 above.  The P-Value rankings can be conducted as a sorting exercise in which each SME sorts items within each scale.  The sorting can be evaluated using a statistical process (Spearman rho) and large divergences among sort orders discussed and resolved by a moderated process.  The P-Value rankings are the average of the sort orders on each of the rankings.  

This process is more subjective and takes slightly longer than the conventional ScaleMark process, but it is fair and defensible.  

Rationale

The procedure remedies a number of problems in conventional standard-setting processes.

· It accommodates Domain Critical Items.  

· It reduces the broad span over which SMEs must exercise judgment, and reduces it to the number correct items required to pass a specific scale of five to fifteen items.  

· It eliminates the need for the SME to postulate simultaneously two very hypothetical entities (i) a minimally qualified candidate and (ii) A distribution of minimally qualified candidate’s responses to each item.

· It accommodates mandatory, compensatory and optional domains.

· It accommodates the construction of specialties within the framework of an exam, and it also accommodates the creation of options within the framework of a general exam.  In fact, both specialty and general exam scoring could be part of the same administration.  

The above performance certification standard-setting process is easy to implement and understand, and provides the flexibility required by computer-scored performance exams.     
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